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ABSTRACT
Our work focuses on lowering user overhead for collecting
and organizing Web content through the use of automation
and visualization. We discuss a framework that enables users
to semi-automatically collect, view, and share personal Web
content. Our approach allows a user to interactively select
webpage elements of interest and automatically collect sim-
ilar content. Further, we describe a technique for creating
visual summaries of the collected information by combin-
ing user labeling with predefined layout templates. These
summaries are interactive in nature and provide a variety of
visual representations for the collected content. Finally, the
summaries can be saved or sent to other users to continue
the research at another place or time.

1. INTRODUCTION
As the amount of content delivered over the World Wide

Web grows, so does the consumption of information. To-
day people collect and organize information in ways different
from before: in order to plan a vacation, they no longer go
to a travel agent; when making purchases, they no longer go
to a neighborhood specialty store; and when learning about
a new topic, they no longer go to the library. Instead, they
browse the Web. One study [6] of Web usage in 2005 shows
that users visit thousands of webpages per week and in any
thirty minute browsing session may visit hundreds of indi-
vidual pages. Although advancements in search technologies
make it much easier to find information, users often browse
the Web with a particular task in mind and are concerned
not only with finding but also with collecting, organizing,
and sharing content. These types of browsing sessions typi-
cally last a long time, span several sessions, involve gathering
large amounts of heterogeneous content, and can be difficult
to organize ahead of time, as the categories emerge through
the tasks themselves, as discussed in [13]. Research in cur-
rent practices for collecting and organizing Web content [9]
shows that users save bookmarks or tabs, collect content in
documents, store pages locally, and print them out. These

.

methods require a great deal of overhead as pages must be
saved manually and organized into folders, which distracts
from the real task of analyzing the content and making deci-
sions. The goal of our work is to lower the overhead of gath-
ering and organizing Web content. To achieve this goal we
propose providing the user user with automatic techniques
for extracting Web content so that he does not have to man-
ually collect each piece of information. Further, we suggest
that visual depictions are a better mechanism for organizing
content for the purposes of analysis and sharing than current
practices with files and folders. In this paper we describe on-
going research on automatic mechanisms for collecting and
presenting Web content. We describe a framework that al-
lows users to collect Web content semi-automatically and
view and organize that content through visual summaries.
We have implemented a first version of our framework as a
browser extension and present results of preliminary evalu-
ations. Next we describe our framework, discuss user evalu-
ation, and present future research directions. For a detailed
description of our work, please see [3].

2. WEB CONTENT SUMMARIES
Our approach is motivated by Gibson et al.’s analysis [5]

of the amount of template content on the Web. Their study
shows that 40-50% of the content on the Web is template
content and that template material has grown and is contin-
uing to grow at a rate of approximately 6% per year. Schrae-
fel et al. [12] further show that people are often interested
in collecting not only full webpages but also pieces of web-
pages. These findings motivated us to design an interface
that leverages the growing amount of templated informa-
tion on the Web and allows users to gather only the pieces
of content they find relevant to their task.

Our framework presents the user with an interface for
semi-automatically collecting pieces of webpages and visual
summaries that display the gathered content uniformly. Our
current implementation consists of three components: an ex-
traction pattern repository, a database, and a set of layout
templates. Please refer to Figure 1 for a visual description of
our system. The user specifies relevant content by interac-
tively selecting Web page elements and labeling each element
with a keyword, chosen from a predefined set including name,
appearance, or address. The selected content is stored in
the summary database and is also used to build an extraction
pattern that can be used to collect more content from similar
pages. Extraction patterns specify the locations of selected
elements using the structure of the webpage and, optionally,
text that must be matched in any new pages. The extraction
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Figure 1: The user-selected page elements define extraction patterns that are stored in the extraction pattern
repository. Every new page the user visits is matched with the patterns, and if matching page elements are
found, the user can add them to the summary database. The layout templates filter the database and compose
summary views. The user can view the database contents at any time with any view.

pattern repository contains these patterns and when the user
visits a new page, all specified patterns are matched with
the page to automatically find analogous content. If there
are matches, the user can add the matching content to the
database with just the press of a button. We also provide an
interface for collecting content from multiple pages simulta-
neously by allowing the user to select hyperlinks that point
to the pages of interest.

The summary database stores the collected content ac-
cording to the user-specified labels and source webpage. To
organize and present the gathered content, we employ layout
templates that create visual summaries. A layout template
specifies how the content should be organized and format-
ted and defines a set of user interactions available within a
summary. The templates filter the content in the database
according to the labeling specified by the user during content
selection. To demonstrate possible content presentations, we
have implemented several layout templates, including a map,
calendar, and grid. Figures 2 and 3 show the same content
composed with two different layout templates, a grid and
map. Layout templates can also be designed for different
purposes or devices. Figure 4 shows the a visual summary
composed with the PDA layout template. Our framework is
not limited to these designs and can incorporate additional
layout templates.

2.1 Preliminary Evaluation
We performed preliminary evaluations of our system by

1) measuring the performance of our extraction patterns on
a set of popular websites, and 2) soliciting user feedback in
an informal user study.

To measure the performance of our extraction patterns
we used nine popular websites for shopping (Amazon, Ebay,
Netflix), travel planning (Expedia, Orbitz, Travelocity), and
academic reference (ACM Digital Library, CiteSeer, IEE-
EXplore). For each website, we visited 25 randomly selected
webpages. On the first visited page for each website, we se-
lected 3-6 page elements to build an extraction pattern and
then collected content from 24 more pages. We then mea-

sured how much of the content was collected from the 24
webpages and computed an accuracy for each pattern. We
define accuracy as the number of page elements collected us-
ing the extraction patterns divided by the number of page
elements that were present in all the visited webpages. For
seven of the nine websites our extraction patterns were 99-
100% accurate requiring only one extraction pattern. The
two websites where our system had trouble are Ebay (82%
accuracy) and Expedia (59% accuracy). Each product web-
page on Ebay can be customized by the seller, and thus there
are a variety of possible presentations. We measured pages
created by the same seller and our system was 100% ac-
curate. Similarly, Expedia uses several different layouts for
hotels. We suspect the hotel layouts have regional differences
and also depend on when the hotel was added to the Expe-
dia database. Although the scope of this analysis is limited,
it suggests that structural extraction patterns are appropri-
ate for the task of collecting similar content. We are now
in the process of collecting Web data over a period of sev-
eral months and investigating how to adapt the extraction
patterns to structural changes of webpages.

To evaluate the user interface of our system, we conducted
a pilot user study with nine participants. The participants
had individual sessions of approximately one hour and were
asked to perform three Web research tasks as part of the
scenario “a family visit to Seattle.” Each participant was
given a brief tutorial and then asked to collect content from
three different websites. All participants completed the tasks
successfully and were very positive about using our tool. Six
of them were willing to use it immediately. Although we de-
signed our interface with the goal of minimizing user effort,
at the onset of the user evaluation we were concerned about
requiring manual specification of extraction patterns. We
were pleasantly surprised to find that all nine participants
were happy to specify their own patterns, as it considerably
accelerated the rest of the task. One user mentioned, “I’m
willing to do that [manually select pieces of content], be-
cause to me it’s a method for narrowing down the space of
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Figure 2: The grid layout template places all the con-
tent in the database on a grid in groups, according
to extraction pattern. When the user moves the cur-
sor over an item in the grid, a descriptive paragraph
for that item is presented.

what I’m looking at. By waiting for me to specify what I care
about, it allows me to eliminate what I don’t care about.”

Five of the participants requested that we provide mech-
anisms for configuring both the label choices and the sum-
mary layouts. We expected that the set of labels currently
defined by the templates might not be meaningful for all
users or in all situations. For such cases, it would be best
to allow the user to create labels; however, any new labels
would have to be incorporated in the templates. In the fu-
ture, we hope to create a graphical authoring tool for the
templates, which would make it possible to dynamically add
new labels as the user is gathering content. We expect that
there will be two types of users of our system: those who
use the defaults and those who create their own layouts and
schemas for collecting and presenting information.

3. RELATED WORK
Our work has its roots in the area of information workspaces

and systems like WebBook [2], Data Mountain [11], and Top-
icShop [1], which present different mechanisms for present-
ing and organizing collections of webpages. Our system is
most closely related to Hunter Gatherer [12] and Internet
Scrapbook [14], which provide the ability to save webpage
elements and place them together in a document. Like these
two systems, we provide an interface that allows the user to
select pieces of webpages; however, we go further by making
use of the user selection to create extraction patterns that
can then be used to gather content automatically. We also
provide a mechanism for organizing the gathered content in
richer ways, such as on a map or calendar, and for different
purposes, such as for a PDA or printer.

Our use of user-specified labels for relating content from
different sources links our work to Semantic Web applica-
tions such as Piggy Bank [8] and Thresher [7]. Our work
differs from these in two ways. First, we create visual sum-
maries of the gathered content, while Piggy Bank and Thresher
provide a database interface. Second, our interface for label-

Figure 3: With the map layout template, the user
can view the content with respect to a geographical
map. The template filters the database and presents
only content that includes an address.

ing the content is more accessible to the average Web user,
because all the user has to do is right-click and choose a
keyword. Piggy Bank requires that the user write scripts,
while Thresher expects that the user has some knowledge of
Semantic Web constructs.

Bibliographic reference tools, such as RefWorks [10] and
EndNote [4], are specifically designed for collecting and man-
aging academic references. These systems have specialized
filters, much like our extraction patterns, for electronic ref-
erences websites and can automatically import all the data
for a particular reference into a database. Our system com-
plements such systems by giving the user an interface for
selecting personally relevant bibliographic information. Fur-
thermore, our approach is more general and is applicable to
other Web content.

4. FUTURE WORK
This paper presents a framework for collecting and view-

ing content found on the Web in a personalized way. Based
on this approach we implemented a system that is applicable
for a variety of tasks, including comparison shopping, travel
planning, and reference collecting. An evaluation of our sys-
tem leads us to the firm conclusion that such an approach is
much needed and welcomed by Web users. Furthermore, our
work suggests new directions for research, such as designing
an end-user interface for customizing layouts, providing a
public repository of extraction patterns and summaries, and
using visual summaries for other Web tasks.

Currently, the layout templates we use are pre-defined
with the help of a designer and are limited in the types
of interactions possible. We envision allowing the user to in-
teractively specify the templates either with an authoring
tool or directly in the summary by applying filters or in-
teractively selecting which content should be displayed. We
plan to provide a set of default templates that the user can
customize interactively to create new specialized summary
views.
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Figure 4: The PDA layout template is designed for
a small-screen device so that the user can take the
summary anywhere. The layout separates the con-
tent into tabs according to Web site and provides
detailed views when the user clicks on an item.

While we are satisfied that our user study participants
didn’t find the overhead of selecting and labeling page ele-
ments too time consuming, we were curious how they felt
about using a public repository of extraction patterns in-
stead of manually selecting page elements. We asked the
participants whether they would be willing to share and use
a public repository of extraction patterns. The participants
were timid about using patterns defined by others as they
felt they were no longer in control of the gathered infor-
mation. Seven of the participants said they would be hes-
itant to use a public repository, as they were unsure how
much work would be required. We anticipate that although
a public repository of extraction patterns may not be used
by everyone, it could be useful for automatically labeling
page elements, especially since four of the nine participants
did not remember to label the page elements they selected.
Furthermore, we anticipate that such as repository may be
useful for sharing layout customizations or even summaries
so users can share task specific content collections. For exam-
ple, when planning a trip, users can use an existing summary
for such a trip as a starting point in their search.

Finally, we plan to evaluate our system more rigorously.
We would like to evaluate the robustness of our extraction
patterns over time and understand how often website tem-
plates change. Given the positive reaction in the pilot study,
we plan to release the system and study users as they carry
out their own tasks over several months. We want to explore
how people accumulate content and use our framework over
time. We expect that users will find new tasks for our system
in addition to those we have already explored.
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